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Abstract—The ongoing advancements in VLSI technology
allow system-on-a-chip (SoC) design to integrate heterogeneous
control and computing functions into a single chip. On the other
hand, the pressures of area and cost lead to the requirement for
a single, shared off-chip DRAM memory subsystem. To satisfy
different memory access requirements for latency and bandwidth
of these heterogeneous functions to this kind of DRAM memory
subsystem, a quality-aware memory controller is important. This
paper presents an efficient multilayer, quality-aware memory con-
troller that contains well-partitioned functionality layers to achieve
high DRAM utilization while still meet different requirements
for bandwidth and latency. Layer 0, also called memory inter-
face socket, is a configurable, programmable, and high-efficient
SDRAM controller for designers to rapidly integrate SDRAM
subsystem into their designs. Together with Layer 1 quality-aware
scheduler, the memory controller also has the capability to provide
quality-of-service guarantees including minimum access latencies
and fine-grained bandwidth allocation for heterogeneous control
and computing functional units in SoC designs. Moreover, Layer
2 built-in address generator designed for multimedia processing
units can effectively reduce the address bus traffic and therefore
further increase the efficiency of on-chip communication. Exper-
imental results of a digital set-top-box emulation system show
that the access latency of the latency-sensitive data flows can be
effectively reduced by 37%–65% and the memory bandwidths
can be precisely allocated to bandwidth-sensitive data flows with
a high degree of control.

Index Terms—Memory controller, multimedia application,
quality-aware scheduler (QAS).

I. INTRODUCTION

MULTIMEDIA processing technologies have been widely
applied in many systems. These technologies have not

only provided existing applications like desktop video/audio
but also spawned brand new industries and services like digital
video recording, video-on-demand services, high-definition TV,
etc. The confluence of hardware and software technologies has
given computers the ability to process dynamic media (video,
animation, music, etc.) where before they could handle only
static media data (text, images, and so on). To support complex
multimedia applications, architectures of multimedia systems
must provide high computing power and high data bandwidth.
Furthermore, a multimedia operation system should support
real-time scheduling and fast interrupt processing [1].
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Previous researches have shown that data transfer and storage
of multidimensional array signals dominate the performance
and power consumption in system-on-a-chip (SoC) designs.
[2], [3]. In particular, the data transfer to off-chip memory
is especially important due to the scarce resource of off-chip
bandwidth. In fact, although the tremendous progress in VLSI
technology provides an ever-increasing number of transistors
and routing resource on a single chip, and hence allows in-
tegrating heterogeneous control and computing functions to
realize SoCs, the improvement on off-chip communication is
limited due to the number of available input/output (I/O) pins
and the physical design issues of these pins. As many recent
studies have shown, the off-chip memory system is one of
the primary performance bottlenecks in current systems. For
example, Hennessy and Patterson showed that while micro-
processor performance improved 35% per year until 1986,
and 55% per year since 1987, the access time to DRAM has
been improving about 5% per year [4]. Rattner illustrated that
whereas a Pentium Pro required 70 instruction cycles for a
DRAM access, a Pentium 4 running at 2 GHz takes 500 to 600
cycles [5]. Even the performance of DRAM is ever-improved,
the system overheads like turnaround time and request queuing
account for a significant portion of inefficiencies in memory
access. Schumann reported that 30%–60% of primary memory
latency is attributable to system overhead rather than to la-
tency of DRAM components in Alpha workstations [6]. For
multicore SoC designs, the performance of memory subsystem
is even more important, due to the share of memory bus with
different access requirements of these heterogeneous cores.

Recognizing the importance of high performance off-chip
DRAM communication as a key to a successful system de-
sign, several SDRAM controllers and schedulers have been
proposed to make the most efficient use of the off-chip DRAM
memory subsystem. For single-processor environments, several
approaches have been presented to improve memory bandwidth
utilization. McKee’s stream memory controller (SMC) reorders
memory references among streams [7], whereas Rixner’s
memory bank controller for each DRAM chip reorders both
memory references among streams and within a single stream
[8]. Several problems come with reordering the DRAM ac-
cesses within a single stream. First, the reordering efficiency is
quite sensitive to the number of accesses visible to the access
scheduler during each clock cycle. Hence, a large amount of
register files are needed to hold the arriving DRAM accesses,
which inevitably increase the area of the design. Second, since
the DRAM accesses may be completed out of order, extra
circuits are required to reorder the read data back to the original
order to maintain data consistency, which in turns might lead
to a reduction in the efficiency of the reorder scheme on the
memory bandwidth improvement. Furthermore, these extra
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circuits also increase the area overhead. Addressing to the
aforementioned problem of out-of-order return of read data,
Ayukawa’s access-sequence control scheme [9] allocates an
access ID to each DRAM access. Therefore, the processor can
identify the original order of the read data according to the ac-
cess ID. This solution, however, is only suitable for specific bus
protocols and processing units (PUs) that have the capability
to assign and identify access IDs. Instead to reorder memory
accesses, Takizawa presented a memory arbiter to increase
the bandwidth utilization by reducing bank conflicts (i.e., row
miss) and read/write turnarounds for the multicore environment
[10]. The arbiter lowers the priority of a DRAM access if the
access is addressed to the same bank as the previous granted
access, or the access direction (read or write) is different from
that of the previous granted one. Hence, the possibility of bank
conflicts and read/write turnarounds can be diminished.

The above-mentioned SDRAM controller designs only ad-
dress to the improvement of the overall bandwidth utilization.
However, PUs in a heterogeneous system usually require dif-
ferent services of memory access bandwidth and latency. There-
fore, these SDRAM controllers need to cooperate with DRAM
schedulers to provide proper DRAM services for these PUs. In
our observation, traditional DRAM scheduler designs have one
or more of the following limitations:

1) the unawareness of DRAM status leading to low sched-
uling efficiency on both DRAM bandwidth utilization
and access latency;

2) the lack of control over the bandwidth allocation for dif-
ferent PUs (e.g., fixed-priority scheduler) leading to star-
vation of low-priority PUs in some situations;

3) the significant access latencies due to the fair scheduling
policies (e.g., round-robin scheduler) leading to unbear-
able long access latencies for high-priority PUs.

Knowing the above limitations of the conventional DRAM
scheduler designs, Sonics’ MemMax memory scheduler pro-
vides quality-of-service (QoS) guarantees of a single, shared
off-chip DRAM memory subsystem for multiple heterogeneous
PUs by using a tiered filtering system [11]. However, MemMax
is deeply coupled with Sonics’ SiliconBackplane Network that
is time-shared with these PUs. Access ownership of Silicon-
Backplane Network is determined by a two-level arbitration
scheme: the first level of arbitration is based on a time-division
multiplexing (TDM) mechanism, while a second, lower priority
access scheme is based on a round-robin token passing mecha-
nism [12]. Due to the inherent latency limitations of the TDM
on-chip communication mechanism [13], MemMax cannot
effectively provide short latency services and only has better
improvement on bandwidth utilization. Similarly, a three-level
memory arbitration scheme proposed in [14] can be used for
systems where both continuous high-throughput and random
low-latency requests present. However, this three-level memory
arbitration scheme does not take the status of SDRAM into
account. In addition, the first-come-first-serve scheme used for
the arbitration of the continuous streams in [14] also lowers the
memory bandwidth utilization.

The aforementioned critical issues in integrating heteroge-
neous control and computing functions into a single chip and
the awareness of none of available designs has the capability to

solve these issues motivate us to explore an efficient solution of
off-chip SDRAM memory controller for multimedia platform
SoCs. The goal of this memory controller is to provide not only
the high utilization of DRAM bandwidth but also the QoS guar-
antees, which are defined as:

• fair distribution of bandwidth over bandwidth-sensitive
processing units;

• shortest possible transaction latency for latency-sensitive
processing units.

In addition, most multimedia processing units have regular
address patterns. Having built-in address generator (BAGs) in
the memory controller can reduce the address bus traffic and
therefore increase the efficiency of on-chip communication. On
the other hand, because not every system needs the same re-
quirement of memory usage, a well-partitioned architecture of
a memory controller can let system designers choose and inte-
grate the required functionality of the memory controller into
their systems.

In this paper, we present a multilayered, quality-aware
memory controller to provide high DRAM bandwidth utiliza-
tion and QoS guarantees for multimedia SoCs. The contribution
of this paper includes the following.

1) We propose a layered architecture of the memory
controller to efficiently decouple different function-
ality, including memory-specific control, quality-aware
scheduling, and BAGs into different layers of the
controller. Different combinations of these layers can
produce memory controllers with different capabilities
to meet distinct system requirements.

2) We propose a high efficient and flexible SDRAM
memory interface socket (MIS) to take charge of
SDRAM-specific control and make the best use of
SDRAM bandwidth by support parallel access of each
bank within SDRAM. In addition, MIS can respond to
the requests from the SDRAM scheduler immediately
to furthermore make the best use of SDRAM command
and data bus. On the other hand, the flexibility of MIS
is based on the configurable, shared-state finite-state
machine (FSM) design that can easily be adjusted for
different complex timing control latencies of SDRAM.

3) We propose a quality-aware scheduler (QAS) that not
only improves the SDRAM bandwidth utilization by
considering the SDRAM status and the relations of
SDRAM accesses, but also provides QoS guarantees,
i.e., minimum access latency and guaranteed bandwidth
services based on the memory access requirements of
different PUs.

The rest of this paper is organized as follows. Section II
briefly introduces the basic characteristics of SDRAM and
presents typical situations which efficient memory access
should take into account. In Section III, the architecture of
proposed multilayered quality-aware memory controller is
explained in detail. Section IV shows the experiment results,
including some constrained random experiments under dif-
ferent parameters and a simplified STB SoC to examine the
QoS performance of several DRAM controllers. Finally, con-
cluding remarks are made in Section V.



622 IEEE TRANSACTIONS ON CIRCUITS AND SYSTEMS FOR VIDEO TECHNOLOGY, VOL. 15, NO. 5, MAY 2005

Fig. 1. Simplified architecture of a two-bank SDRAM.

II. SDRAM BASICS

Fig. 1 shows a simplified architecture of a two-bank SDRAM.
All memory banks share the data and address bus, whereas each
bank has its own row decoder, column decoder and row buffer.
The mode register stores several SDRAM operation modes such
as burst length, burst type, CAS (column address strobe) latency,
etc. An -bank SDRAM has a similar architecture. A complete
SDRAM access may consist of several commands including
row-activation, column-access (read/write) and precharge, as
shown in Fig. 2. A row-activation command, together with the
row and bank address, is used to open (or called activate) a
specific row in a particular bank, and copy all data in the se-
lected row into the selected bank’s row buffer for the subse-
quent column accesses. After accepting this command, SDRAM
needs a latency called (ACTIVE to column access delay)
to accomplish the command. No other commands can be issued
to this bank during this latency. However, commands to other
banks are permissible due to the independent parallel processing
capability of each bank. Once a row of a particular bank has been
opened, a column-access command can be issued to read/write
data from/to the addressed word(s) within the row buffer. To
issue either a read or write column-access command, DRAM
address bus is also required to indicate the column address of
the open row in that bank. For a write access, DRAM data bus
is needed to transfer write data from the time the command is
issued until the whole burst transfer is completed. As for a read
access, DRAM data bus is used to transfer data after a latency
called CAS, which is the time from the read column-access
command is registered to the first read datum is available. The
precharge command, together with the information on address
bus, can be used to deactivate a single open row in a particular
bank or all rows in all banks. While processing the precharge
command, the addressed bank or banks are not allowed to accept
any other commands during a time called (PRECHARGE
command period.)

SDRAM bandwidth utilization and latency is lower and
longer, respectively when more commands are required for
a SDRAM access. The number of commands needed for a

complete SDRAM access deeply depends on the state of the
bank addressed by the SDRAM access. Fig. 2(a) and (b) show
a simplified bank state diagram and the access latencies due to
different access statuses: bank miss, row miss, and row hit. In a
bank miss status, an incoming access is addressed to a bank in
the IDLE state, therefore it must first activate the target row and
then issue the column access command. For a row miss status,
the addressed bank is in ACTIVE state and the row address of
its activated row is not identical to that of an incoming access.
In this case, the incoming access has to first precharge the bank,
then activate the target row, and finally issue column-access
commands. As for a row hit status, the addressed bank is in
ACTIVE state and the row address of its activated row is the
same as that of the incoming access. Hence, column-access
commands can be directly issued. The above discussion is only
based on a simplified condition. A more complete discussion
on various access latencies of a SDRAM access can be found
in [15].

III. MULTILAYERED QUALITY-AWARE MEMORY CONTROLLER

Fig. 3 shows the configurations of different layers of the
proposed memory controller. Layer 0 MIS is a configurable,
programmable, and high-efficient SDRAM-specific controller
for basic SDRAM operations, such as SDRAM initialization,
refresh function, etc. Basically, MIS accepts access requests and
translates them into proper command sequences according to
the DRAM access status mentioned in the preceding section.
We have designed a self-generating, tool-independent MIS
silicon intellectual property (IP) to alleviate the burden for
system designers [15]. This IP, called MIS-I in this paper, is
featured with its parameterized and blockwised design which
is characterized by a rich set of choices of functionality,
performance, interface and testbench. To improve SDRAM
bandwidth utilization and access latency, an improved MIS-I,
called MIS-II, is presented in this paper. Together with Layer 1
QAS, the memory controller also has the capability to provide
QoS guarantees for heterogeneous control and computing PUs
in multimedia SoC designs. Moreover, Layer 2 BAG designed
for multimedia processing units can effectively reduce the
address bus traffic and therefore further increase the efficiency
of on-chip communication.

A. Configurable Shared-State FSM Design

Traditionally each control state of a FSM occupies one state
of the FSM. However, this design style makes the FSM less flex-
ible when there are many repeated control states in a FSM. For
example, to complete a SDRAM read access with burst length
of four in the row miss status, the timing diagram and a conven-
tional FSM design for this access are shown in Figs. 2(b) and
4(a), respectively. These control latencies depend on both the
specification provided by the SDRAM vendor and the clock fre-
quency the memory is clocked. In addition, the unit of these la-
tencies specified in the SDRAM datasheet is on the basis of real
time (e.g., nanoseconds and microseconds), whereas the design
of FSM that controls this sequence is clock cycle based. When
the system clock is varied, these control latencies are varied in
terms of clock cycle count. Conventional FSM design manually



LEE et al.: AN EFFICIENT QUALITY-AWARE MEMORY CONTROLLER FOR MULTIMEDIA PLATFORM SoC 623

Fig. 2. (a) Simplified bank state diagram. (b) Access latencies of different access statuses.

Fig. 3. Configurations of different layers of the proposed memory controller.

Fig. 4. FSM design in (a) traditional DRAM controller and (b) MIS-I.

calculates the control latencies from the relation between the
timing constraints in datasheet and the clock frequency of the
target system, and then fixes these latencies as states shown in
Fig. 4(a). Changes in the control latencies or the numbers of ac-
cess data force us to manually modify the design of FSM. For a

flexible and reusable design, these hard-coded states should be
reduced or eliminated.

To make FSM more flexible, MIS unifies the repeated con-
trol states into a single control state of FSM as indicated in
Fig. 4(b). Numerous “wait” states are needed to handle DRAM
command latencies. In MIS-I, these states are all mapped to
one no-opetarion (NOP) state. Before entering the NOP state,
several registers have to be set by the command states (gray
ones). These registers are NOP count (the cycle count which is
needed to stay in the NOP state), NOP code (operation mode
of MIS while in NOP state), and return state. In addition to
wait states, data transfer states can also be mapped to NOP state
and NOP count now becomes the programmed DRAM burst
length. Since MIS combines all wait and data transfer states into
a NOP state and loads the command latencies or burst length
into NOP count dynamically, it is very easy to parameterize
the command latencies without redesigning the FSM. If con-
trol latencies are determined and fixed before synthesis, they
become hardwired logic after synthesis. These control latencies
and other related SDRAM timing constraints are automatically
converted from absolute timing to cycle count through built-in
mathematical equations in a Verilog script file. In contrast, if
there is a requirement of change in memory or clock frequency
after the whole system is designed, control and status registers
are allocated for these latencies to enable the ability to program
them dynamically.

B. MIS-II

In MIS-I, it is clear that when the first DRAM access request
is handled by the single, shared FSM, the second one has to
wait until the first access has been completed. This procedure
works fine for successive accesses addressed to the same bank
since DRAM cannot process them at the same time. However,
for those accesses addressed to different banks, SDRAM band-
width loss is unavoidable. Because all repeated states of MIS-I
are merged into a single shared NOP state, the performance
of MIS-I is constrained by its poor capability of parallel pro-
cessing accesses addressed to different banks. Fig. 5(a) shows
how MIS-I processes two row-miss accesses addressed to dif-
ferent banks. It is obvious that before the command latency of
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Fig. 5. Two row-miss accesses (in different banks) processed by (a) MIS-I and (b) MIS-II.

Fig. 6. (a) Quality-aware memory controller. (b) MIS-II architecture.

a registered command has been met, no any other commands
can be issued. Hence, long access latencies and low bandwidth
utilization are expectable. By using bank controllers and the
master controller, MIS-II effectively fixes these problems [see
Fig. 5(b)] and still inherits the advantages of MIS-I. As indicated
in Fig. 6(b), each internal bank of SDRAM is allocated one bank
controller to process accesses addressed to that bank. After ac-
cepting an access from the input port, the bank controller gen-
erates appropriate SDRAM commands according to the timing
information provided by the time wheel. SDRAM commands
from all bank controllers are collected by the master controller,
which then issues the most proper command to SDRAM ac-
cording to the information from time wheel and QAS. Master
controller is also responsible for all of the other control proce-
dures such as power-up, refresh, etc. To regulate the processing

and sequencing of all control within and among bank controllers
and the master controller, the time wheel has to be carefully de-
signed. Roughly speaking, MIS-I can be treated as MIS-II with
only one bank controller.

To enhance the parallel processing of QAS, the access chan-
nels are connected as a star topology, which is widely used in
practical SoC platforms, such as ARM’s PrimeXsys platforms
[16] and Palmchip’s CoreFrame architecture [17]. Each channel
has a dedicated bus connected to each port of QAS, while sev-
eral PUs may share a channel. The share of a channel is basically
based on the memory access characteristics of PUs, which will
be illustrated in detail later.

Another mechanism that makes MIS-II more efficient than
MIS-I is to separate burst transfer control from bank controllers.
As mentioned earlier, data transfer states of MIS-I are merged
into the shared NOP state. After all burst data have been trans-
ferred, the FSM returns to IDLE state and readies for accepting
the next access. If the next access has already been pending, it
still has to wait at least one clock cycle on state transition after
the current access is completed. In addition, preparation cycles
are sometimes needed for DRAM controllers to preprocess an
access. These two types of delay result in unwanted bandwidth
loss. In MIS-II design, the burst transfer control is handled by
the master controller. After issuing a column-access command,
the bank controller can return to IDLE state and accept the
next access. The master controller will generate signals needed
during the burst transfer cycles. Hence, the transition state and
preparation cycles can be overlapped with burst transfer cycles
and the bandwidth loss is mitigated. In brief, MIS-II is designed
to respond to the DRAM access requests immediately to fur-
thermore make the best use of SDRAM command and data bus.
Therefore, SDRAM bandwidth utilization is raised whereas ac-
cess latency is diminished.

C. BAG

The efficiency of on-chip communication plays an important
role on system performance. For PUs having regular access be-
haviors, (e.g., image processing unit, audio/video codec, etc.)
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the addresses of their DRAM accesses can be obtained in ad-
vance or through a simple translation. BAG is designed to gen-
erate access addresses locally for some multimedia processing
units. BAG can be connected either to QAS or MIS. Without
transferring address information for every DRAM access, the
address bus traffic of on-chip channel can be effectively reduced.
Currently, the following address generators are supported in our
design.

1) One-Dimensional (1-D) (Linear) Address Generator: By
giving the start address and access length, the 1-D address gen-
erator can automatically generate addresses for PUs whose ad-
dress mapping schemes are linear, e.g., audio codec, according
to the programmed DRAM burst length.

2) Two-Dimensional (2-D) Block-Based Address Gener-
ator: The 2-D block based address generator is designed for
block based processing units such as MPEG-2 motion com-
pensation, DCT, etc. Tile-based mapping of behavioral array
references to physical memory locations is used to minimize
power consumption on address bus transitions [18] and improve
DRAM utilization [10].

IV. QAS

Access conflicts of shared resources are an old problem in
hardware design. Mechanisms such as semaphores and sched-
uling are conveniently applied to eliminate these conflicts. Two
common used scheduling policies are round-robin and fixed-pri-
ority scheme. Round-robin policy fairly allocates DRAM band-
width to all channels. However, lacking priority nature makes
it hard to guarantee access latency for any channel. Fixed pri-
ority policy may solve the problem of access latency. However,
lower-priority channels may suffer starvation due to the high
access rates of higher priority channels. Thus, it is obvious
that neither of these two scheduling policies can effectively
provide QoS guarantees. This problem can be especially fatal
to some applications such as multimedia system designs. For
example, signal processing units such as video codec may re-
quire guaranteed bandwidth, whereas CPU may concern about
the access latency more when waiting for a cache line fetch.
To effectively solve this problem, we propose a QAS whose
scheduling policy provides not only high DRAM utilization but
also QoS guarantees. In the proposed QAS design, channels
are put into three categories: latency-sensitive, bandwidth-sen-
sitive, and don’t-care.

1) Latency-Sensitive Channel: Latency-sensitive channels
are for PUs that highly concern about latencies of DRAM ac-
cesses. Accesses issued through latency-sensitive channels are
called latency-sensitive accesses. Normally latency-sensitive
accesses will be granted with the highest priority. Even though
in this case, access latencies may still be long due to DRAM’s
status. For example, if a latency-sensitive access is addressed to
a DRAM bank that is currently busy in serving another access,
it won’t be granted until the bank returns to the standby status
when using DRAM controllers with conventional schedulers,
such as MemMax [11]. Even when the addressed bank is at
standby status, the command or the data bus of DRAM may be
occupied by other accesses having been granted to access to
other banks. The situation is more severe when DRAM is set

at long burst mode. In order to reduce those latencies caused
by the aforementioned conditions, QAS provides two services
to shorten the DRAM access latencies of latency-sensitive
accesses: preemptive and column-access-inhibition (CAI)
services.

• Preemptive service
Preemptive service is used to issue latency-sensitive

accesses as soon as possible by suspending the pro-
cessed access from a bandwidth-sensitive or don’t-care
channel. This indicates that preemptive service may
reduce the average bandwidth utilization. The problem
is worse when the previous access has already activated
a distinct row in the same bank. Therefore, preemptive
service for latency-sensitive channels is only guaran-
teed within an allocated DRAM bandwidth. Access
requests beyond this allocated bandwidth will change
the channel to don’t-care type. System designers should
carefully assign the allocated bandwidth to prevent
serious degradation of the overall DRAM performance.
Naturally, latency-sensitive accesses that are being
processed will be protected and won’t be suspended by
other latency-sensitive ones.

• Column-access-inhibition service
CAI service is used to preserve the data bus

for latency-sensitive accesses by inhibiting issuing
column-access commands from bandwidth-sensitive
and don’t-care channels, and therefore eliminates la-
tencies resulted from data bus congestion. Again, the
overall bandwidth utilization is diminished when CAI
service is applied since the data bus is not optimally
utilized. Hence, CAI service for each latency-sensitive
channel is also only guaranteed within an allocated
DRAM bandwidth. Access requests beyond this band-
width will change the channel to don’t-care type.

Besides the above two services, the bank controller which is
processing latency-sensitive accesses also has the highest pri-
ority to use DRAM command bus to avoid possible latencies
caused by waiting for the command bus. From the above discus-
sion, one can see that optimizing the access latencies for some
particular channels is often harmful to the overall bandwidth uti-
lization. The trade-off between high bandwidth utilization and
short access latencies for some particular channels should be
thoroughly considered by the system designers.

2) Bandwidth-Sensitive Channel: Bandwidth-sensitive chan-
nels are for PUs that concern only about bandwidth. Since
accesses through this type of channels are insensitive to la-
tency, they are scheduled by DRAM status (i.e., access status
and Read/Write turnaround) to achieve the highest bandwidth
utilization. For example, a row-hit access will have higher
priority than a row-miss access. If two accesses have the same
bank status, QAS will grant them according to round-robin
scheduling policy that can fairly favor all accesses in different
channels. QAS also gives those accesses having the same ac-
cess direction (read or write) as the previously granted one the
higher priority to prevent bandwidth loss due to SDRAM data
bus turnaround cycles. Accesses through bandwidth-sensitive
channels may be suspended by preemptive service to shorten
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access latency of latency-sensitive channels. The access re-
quests within the allocated bandwidth will be fulfilled by QAS
to provide guaranteed bandwidth for each channel. Access
requests beyond the allocated bandwidth, however, will change
the channel to don’t-care type.

3) Don’t-Care Channel: Don’t-care channels are for PUs
that care about neither latency nor bandwidth. Accesses through
this type of channels won’t be guaranteed any bandwidth or la-
tency. They are processed only when extra bandwidth left over
by the first two types of channels. The same as bandwidth-sen-
sitive channels, accesses through don’t-care channels are sched-
uled by DRAM status and may be suspended by preemptive ser-
vice.

The bandwidth allocation for latency-sensitive and band-
width-sensitive channels is on the basis of service cycle. Service
cycles are cycles in which data are transferred to/from DRAM.
As shown in Fig. 7, a service period is a union of service
cycles. System integrators can configure the number of service
cycles for different channel types in one service period by using
the scheme originally proposed for bus management in [19].
By assigning service cycles for latency- and bandwidth-sen-
sitive channels, users can have fine-grained control over the
bandwidth allocated to these types of PUs.

Fig. 8 shows the pseudocode of the proposed quality-aware
scheduling. At the beginning of a service period, all channel
services mentioned above are enabled. These services won’t be
disabled until running out of the allocated bandwidths (service
cycles actually) in a service period. At each cycle, QAS checks
requests from all channels . Requests from latency-sensitive
channels are served first. When there are multiple
requests from , they are scheduled by round-robin
scheduling policy to decide the final unique request .
If there is already a latency-sensitive access which is being
served, stays in pending status. Otherwise, is
served with preemptive and CAI services. When there is no
request from , requests from bandwidth-sensitive chan-
nels are served. When there are multiple requests from

, they are scheduled by DRAM status. Round-robin
scheduling policy is then applied to those requests with the
same DRAM status to decide the final unique request .

from is, however, served without preemptive
and CAI services. Finally, requests from don’t-care channels
are accomplished only when no requests from and

, and the final unique request of these requests
is decided in a similar manner for .

V. EXPERIMENT RESULT

In this section, we present the experimental framework used
to evaluate several SDRAM controllers. We will describe the
system test-bed and the use of each component in this test-bed.
First, several constrained random experiments are conducted
under different configuration parameters to measure the average
SDRAM bandwidth utilization and the access latencies for the
highest priority access channels or latency-sensitive channels
of the considered SDRAM controllers. Then, a simplified STB
SoC is simulated to examine the QoS performance of each
SDRAM controller.

Fig. 7. Definition of service cycle and service period.

Fig. 8. QAS.

A. Experimental Setup

Fig. 9 shows the test-bed used to evaluate the considered
SDRAM controllers. Each access initiator generates different
SDRAM access behaviors for each channel connected to the
SDRAM controller according to three control parameters:
process period indicates how many clock cycles an access
initiator needs to process the read data; access num indicates
how many accesses an initiator issues every process period;
access behaviors specifies different access patterns: con-
strained random, 1-D, 2-D block base, 2-D interlace, and 2-D
block base with unpredictable start address. The simulation
coordinator is responsible for generating all control signals
needed in the experiments and dumping the simulation results
for further analysis. Two types of on-chip bus (OCB) models
are used in the experiments: a single shared bus and multiple
dedicated buses. The single shared bus model is used to connect
a single-channel SDRAM controller and the access initiators.
In this model, a bus arbiter is included to grant accesses from
access initiators with one clock cycle bus handover. The ap-
plied arbitration policies are round-robin and fixed-priority.
Multiple dedicated buses are used to connect a multichannel
SDRAM controller and the access initiators. Each channel can
be allocated to one or more access initiators. Seven different
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Fig. 9. Test-bed for SDRAM controller performance evaluation.

TABLE I
SDRAM CONTROLLERS USED IN THE EXPERIMENTS

TABLE II
KEY PARAMETERS OF SDRAM MODEL

SDRAM controllers listed in Table I will be compared in the
following experiments. The SDRAM model used in this ex-
periment is Micron’s mt48lc8m16a2 SDR-SDRAM [20]. Some
key parameters of this SDRAM are listed in Table II, whereas
the complete specification and Verilog simulation model can be
found in [20].

B. Performance Evaluation of Constrained Random Access
Streams

Performance evaluation of constrained random access
streams looks at the performance variations of SDRAM con-
trollers when some control parameters are changed. The default
control parameters are listed in Table III, whereas some of them
may vary in different experiments. In each experiment, the
bandwidth utilization provided by each SDRAM controller will
be observed. Besides, to measure the shortest access latency
(denoted as min latency) provided by each SDRAM con-
troller, we assume that access from initiator 0 will be granted
with the highest priority in fixed-priority controllers. For the
same reason, we set initiator 0 as latency-sensitive channel
in quality-aware controllers. For round-robin controllers, no
particular settings are needed due to the fair scheduling.

1) Effect of Available Bank: For the SDRAM containing
multiple banks, the capability of SDRAM controllers to handle
parallel bank access can severely affect the DRAM bandwidth

TABLE III
CONTROL PARAMETERS IN CONSTRAINED RANDOM EXPERIMENTS

Fig. 10. Effects of number of available bank on (a) bandwidth utilization and
(b) min latency.

utilization. Fig. 10(a) illustrates the bandwidth provided by
each SDRAM controller when the number of available banks
varies from one to four. Some key points are listed as followed.

• For single-channel MIS-I controllers, increasing the
DRAM banks obviously contributes nothing to band-
width utilization. It is mainly because that MIS-I does
not support parallel bank access. Furthermore, FP-MIS-I
controller has better performance than RR-MIS-I con-
troller has. This is evident since fixed-priority policy
allows high-priority access initiators to occupy the
MIS-I longer and, hence, avoids wasted cycles due to
frequent bus handover.

• For one-bank SDRAM, since every SDRAM access
cannot be issued until the previous one is completed, bus
handover cycles shorter than the burst length have totally
no influence on the bandwidth utilization. Hence, all
MIS-II controllers provide the same bandwidth. How-
ever, the hidden bus handover and scheduling cycles can
still make MIS-II controllers provide better bandwidth
utilization than MIS-I controllers do.
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• The bandwidth utilization of MIS-II controllers increases
when the number of available banks increases. Com-
pared to single-channel MIS-II controllers, multichannel
controllers have more improvement on bandwidth due to
the support of high-efficient parallel bank access.

• Among all controllers, QA-MIS-II provides the highest
bandwidth utilization. This is mainly because high-effi-
cient scheduling for bandwidth-sensitive accesses.

The effect of bank number on min latency of each SDRAM
controller is shown in Fig. 10(b). We make the following obser-
vations from this figure.

• min latency of single-channel MIS-I controllers are in-
sensitive to the number of available bank since no par-
allel bank access is supported. In contrast, min latency
of single-channel MIS-II controllers are reduced when
the number of available banks is increased.

• min latency of round-robin controllers are longer
compared to fixed-priority controllers. This is because
round-robin controllers fairly grant accesses from each
channel. Therefore, accesses from initiator 0 have to
wait for its round for a long time since the number
of access initiators in this experiment is seven. The
performance variation due to the number of access
initiators will be discussed later.

• For the MUL-FP-MIS-II controller, increasing the
available banks makes the access latencies longer.
This is because multichannel controllers allow ac-
cesses addressed to a free bank to be processed as
soon as possible to optimally utilize the DRAM band-
width. Hence, low-priority accesses and high-priority
ones may be processed at the same time. This condi-
tion unavoidably makes the command and data bus
congestion more serious, which in turn leads to longer
min latency. This problem is effectively eliminated by
the preemptive and CAI services used in QA-MIS-II
controller.

2) Effect of Burst Length: Generally speaking, increasing
the burst length comes with higher bandwidth utilization since
each column-access command can transfer more data. There-
fore bandwidth loss due to bus handover and turnaround is re-
duced. Fig. 11(a) depicts the bandwidth utilizations when the
burst length varies from one to eight. As we can see, single-
channel MIS-II controllers provide almost the same bandwidth
utilization as the multichannel controllers can when the burst
length was programmed to eight. It is reasonable since the burst
transfer cycle is long enough for single-channel controllers to
hide all bus handover cycles and command latencies. Again, the
quality-aware controller provides the highest bandwidth utiliza-
tion due to the high-efficient scheduling for bandwidth-sensitive
accesses.

Fig. 11(b) illustrates min latency of initiator 0. For single-
channel controllers, increasing burst length results in longer
access latency since the time to wait the completion of the
previous accesses is longer. As for multichannel controllers,
increasing the burst length can be taken as increasing the data
bus congestion. Hence, the access latencies is also longer. On
the other hand, min latency of QA-MIS-II is reduced by 46%

Fig. 11. Effects of burst length on (a) bandwidth utilization and
(b) min latency.

and 30% compared to MUL-FP-MIS-II when the burst length
is programmed to eight and four, respectively. These improve-
ments are due to that SDRAM data bus congestion problem
happened to multichannel controllers are again eliminated by
the preemptive and CAI services.

3) Effect of Number of Access Initiators: As mentioned ear-
lier, single-channel MIS-II controllers can only support limited
capacity for parallel bank access since only one access is visible
to the controller at each clock cycle. In contrast, multichannel
controllers do not have this problem since these controllers can
see accesses from every channel at the same time. In the fol-
lowing discussion, we examine the performance variation of
each SDRAM controller when the number of access initiators in
the system increases from one to seven. Note that the SDRAM
bandwidth requirement for each initiator is fixed to 32.4 MB/s.

Fig. 12(a) and (b) show the effects of the number of access
initiators on bandwidth utilization and min latency, respec-
tively. When the number of initiators is less than two, the
total bandwidth requirement can be fulfilled by all controllers.
The performance difference starts to be obvious when more
than three initiators are concurrently issuing DRAM accesses.
Single-channel MIS-I and MIS-II controllers encounter their
performance bound when the number of initiators is three and
four, respectively. In contrast, multichannel controllers still
have some available bandwidth for initiators more than four
and the bandwidth utilization even goes higher with more ac-
cess initiators. Fig. 12(b) shows min latency of each SDRAM
controller. It is clear that when the number of the initiators
increases, the access latencies become longer. The congestion
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Fig. 12. Effects of channel number on (a) bandwidth utilization and
(b) min latency.

Fig. 13. Bandwidth comparison between MUL-FP-MIS-II and QA-MIS-II
with different services.

problem is again solved by the preemptive and CAI services
in QA-MIS-II. Compared to MUL-FP-MIS-II, min latency of
QA-MIS-II can be reduced up to 30%.

4) Effect of Preemptive and CAI Service: In this subsection,
we take a look at how preemptive and CAI services affect the
overall system performance. Fig. 13 compares the MUL-FP-
MIS-II and the QA-MIS-II with different services. Compared to
MUL-FP-MIS-II, any configuration of QA-MIS-II can provide
higher bandwidth utilization due to the high-efficient scheduling
for accesses from bandwidth-sensitive channels. When both the
preemptive and CAI services are enabled, the bandwidth degra-
dation is most severe compared to other configurations. The
second severe degradation of bandwidth occurs when only CAI
service is enabled since this service preserves the DRAM data

Fig. 14. Latency comparison between MUL-FP-MIS-II and QA-MIS-II with
different services.

bus for latency-sensitive channels to prevent data bus conges-
tion problem and therefore results in low bus utilization. When
only preemptive service is enabled, the bandwidth degradation
is minor. This is because preemptive service can make accesses
from initiator 0 be processed as soon as possible and then free
QAS to grant other requests from nonlatency-sensitive channels.
This higher efficient scheduling is helpful to increase bandwidth
utilization and hence can neutralize the bandwidth loss resulted
from preemptive service.

Fig. 14 illustrates min latency of MUL-FP-MIS-II and
QA-MIS-II with different services. It is obvious that opti-
mizing the access latency of a particular channel is harmful to
that of other channels. Note when both preemptive and CAI
services are disabled, min latency of QA-MUL-II is slightly
longer than that of MUL-FP-MIS-II. This is because the higher
bandwidth utilization of QA-MIS-II also makes the data bus
congestion more severe. The access latency of other channels
of MUL-FP-MIS-II is higher than that of QA-MIS-II because
it is dominated by access latencies of low-priority channels.

5) Summary: The above experiments clearly indicate that
multichannel SDRAM controllers can provide much higher
bandwidth than single-channel controllers when high-efficient
parallel bank access is support. Furthermore, these experi-
ments also show that maximizing the bandwidth utilization
can be harmful to access latency for some particular initiators
because of the possible command and data bus congestions.
This problem can be effectively solved by preemptive and CAI
service provided by QA-MIS-II. Hence, only QA-MIS-II can
successfully provide both high bandwidth utilization and short
access latency services.

C. Performance Evaluation of STB Emulation Environment

In this section, we simulate several events that may occur in
a digital STB chip, which is a good example of multimedia SoC
design. The basic hardware components of a STB SoC may in-
clude a CPU, audio/video codec, network devices, etc. Various
demands on DRAM service cause it difficult to design a memory
controller that fulfills different requirements of these compo-
nents. Some new features supported by digital STB, such as
the interactive television (ITV) service, make the situation even
worse due to the drastic change in the requirement of DRAM
bandwidth. ITV service allows users to not just sit in front of the
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TABLE IV
CONFIGURATION OF PUs IN THE STB SYSTEM

Fig. 15. Bandwidth requirement of each PU in the STB SoC.

TV but interact with the broadcasting programs, such as online
betting, home shopping, etc. Therefore, the DRAM bandwidth
required by CPU might vary when CPU performs different ap-
plication programs.

1) System Setup: In this experiment, seven PUs with con-
figuration listed in Table IV share a unified off-chip SDRAM
resource. To assure low-latency access for CPU’s cache line
fetch, we give CPU the highest priority in fixed-priority con-
trollers. For the same reason, CPU is taken as latency-sensitive
PU in the quality-aware controller. Besides, because users are
less sensitive to the efficiency of download speed, wireless
LAN controller is set as the lowest priority and don’t-care PU in
fixed-priority and quality-aware controllers, respectively. Since
round-robin controllers fairly schedule accesses from all PUs,
no special configuration is needed. As shown in Fig. 15, we
simulate some events that may occur when the STB operates.
Most of the time the user just watches TV programs provided
by the broadcasters. Therefore, the total bandwidth require-
ment of the STB system is rather steady. While watching the
program, the user also downloads some files through wireless
LAN, e.g., video clips or MP3 files. Hence, wireless LAN
controller also needs SDRAM bandwidth for the downloaded
data. Two events that cause variation of SDRAM bandwidth
requirement are on-screen display (OSD) and ITV events. The
OSD event has happened during cycle 5000–10000. It is ac-
tivated by the user to setup the functionality of the STB.
The total bandwidth requirement slightly increases during this
OSD event. ITV event happens when the user executes some
ITV applications. For example, while watching a basketball
game, the user wants to browse the player files by asking the
broadcaster to provide the service. After the ITV application
has been activated, CPU requests a large amount of bandwidth
instantly to process the application and the system bandwidth

requirement hence exceeds the peak bandwidth that could be
provided by the applied DRAM. The user then paused the TV
program temporarily during cycle 21000–31000 to browse the
information offered by the broadcaster.

2) Simulation Results: To examine the QoS performance
of each SDRAM controller, we look at the fulfillment of
bandwidth allocation first. The latency of CPU is assessed
later. For round-robin controllers, the simulation results of
SIG-RR-MIS-I and SIG-RR-MIS-II are shown in Fig. 16(a)
and (b), respectively. As we can see, the limited bandwidth pro-
vided by these two SDRAM controllers obviously cannot fulfill
the requirement of STB SoC. Fig. 16(c) shows the simulation
result of MUL-RR-MIS-II. Although the overall bandwidth
utilization is much better in MUL-RR-MIS-II, the bandwidth
allocation for each PU is unacceptable. As mentioned above,
round-robin controllers evenly allocate total bandwidth to each
PU. Thus, both OSD and ITV events may result in quality
degradation of the broadcasting program. Take the ITV event
for example, CPU requests a large bandwidth instantly and
some bandwidth for the video decoder and the display unit
is allocated to CPU. Therefore, the guaranteed bandwidth
requirements of these two PUs are ruined.

As for fixed-priority controllers shown in Fig. 16(d) and
(e), the single-channel fixed-priority controllers can provide
higher bandwidth utilization than single-channel round-robin
controllers can. This is because they allow high priority PUs to
access DRAM uninterruptedly and hence can avoid bandwidth
loss due to bus handover and frequent row reopening. How-
ever, the provided bandwidth is still not enough. For example,
no any bandwidth is allocated to wireless LAN controller
during the normal operation period. The bandwidth provided
by MUL-FP-MIS-II is much higher. However, as indicated in
Fig. 16(f), the bandwidth allocation problem still exists. During
the ITV event, CPU takes a large portion of bandwidth. This
severely degrades the quality of the broadcasting program and
is therefore unacceptable.

Fig. 16(g) illustrates the simulation result of quality-aware
controller. As we can see, the bandwidths allocated for all band-
width-sensitive PUs are well guaranteed. When ITV event hap-
pens, the bandwidth for wireless LAN controller is taken first.
The quality of the broadcasting program remains unchanged
when the user is still watching the program. After the TV pro-
gram has been paused, CPU takes the spared bandwidth released
by the video decoder for the ITV program. In addition, accesses
from the wireless LAN controller can be served as much as pos-
sible during the period.

As shown in Fig. 17, CPU access latency is measured
separately when CPU operates during the normal operation
period and the ITV event. First we take a look at the normal
operation period. As expected, round-robin controllers have
the longest access latencies compared to other controllers due
to the fair scheduling, which apparently cannot fit CPUs low
latency requirement. By granting accesses from CPU with the
highest priority, fixed-priority controllers can effectively reduce
the access latencies. Among these fixed-priority controllers,
MUL-FP-MIS-II has the longest CPU access latency due to
that its high bandwidth utilization causes serious SDRAM
command and data bus congestion. The congestion problem
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Fig. 16. Bandwidth utilization of (a) SIG-RR-MIS-I, (b) SIG-RR-MIS-II, (c) MUL-RR-MIS-II, (d) SIG-FP-MIS-I, (e) SIG-FP-MIS-II, (f) MUL-FP-MIS-II, and
(g) QA-MIS-II.
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Fig. 17. CPU access latency in different operation modes of each controller

Fig. 18. Layout and specification of the prototyping chip.

is effectively eliminated in QA-MIS-II. With preemptive and
CAI services, CPU access latency of QA-MIS-II can be further
reduced by about 19% and 37% compared to SIG-FP-MIS-II
and MUL-FP-MIS-II, respectively.

During the ITV event, CPU access latencies of round-robin
controllers are lower than those latencies of round-robin con-
trollers during normal operation mode, since the video decoder
is paused in cycle 21000–30000. Similarly, fixed-priority con-
trollers also have shorter CPU access latency during the ITV
event. This is because the high request rate of CPU blocks other
PUs to access DRAM and hence preserves most DRAM re-
sources for CPU. In contrast, the latency of QA-MIS-II is longer

than that of fixed-priority controllers since the bandwidth re-
quirement of the ITV applications is taken as don’t-care type.
This is acceptable because users are often less sensitive to the
execution speed of ITV applications.

The design written in Verilog RTL is synthesized by Syn-
opsys Design Analyzer in worst case using Avanti! cell library,
TSMC 0.35- m 1P4M CMOS technology. The layout and the
specification of the prototyping chip are shown in Fig. 18.

VI. CONCLUSION

In this paper, we have presented a multilayer, quality-aware
SDRAM controller for multimedia platform SoCs. The lay-
ered architecture is motivated by the awareness of that not
every system needs the same requirement of memory usage.
Therefore, we well partition the functionality of a memory
controller into proper layers such that designers have the flex-
ibility to adopt the best fitting layers for various applications.
By appropriately categorizing channels into three types, QAS
is able to provide the best DRAM services including short
access latency and guaranteed bandwidth for each type of
channels. DRAM bandwidth utilization is improved by the
support of parallel access of each bank within SDRAM and
the ability to issue every DRAM command at the earliest time
available. The configurability of MIS, based on the shared-state
FSM design, can alleviate the burden for system designers
by rapid integration of SDRAM subsystem. Some recently
developed systems, especially those for portable applications,
have power management with the ability to control the system
clock frequency in adjusting system performance to just fit to
the requirement. Programmability of DRAM control latencies
enables the power management to dynamically lower the clock
frequency of MIS.

The results of STB experiment show that the access latency
of the latency-sensitive channel can be reduced by 37% and
65% compared to conventional multichannel fixed-priority and
round-robin controllers, respectively. Furthermore, the memory
bandwidths can be precisely allocated to bandwidth-sensitive
channels with a high degree of control and no bandwidth- sen-
sitive channel suffers starvation in all simulated STB events. In
summary, the proposed memory controller for multimedia SoCs
can achieve high DRAM utilization while still meets different
memory access requirements of bandwidth and latency.
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